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Abstract. There are clustering algorithms (e.g. DBSCAN) that do not group all data into clusters, but identify some data as noise
and exclude it from clusters. In the literature there are no dedicated validity measures for this kind of noise-aware clusterings.
Applying the standard measures blindly (which seems to happen in the literature) yields inaccurate results. We revise top
performing, established validity measures to cope with the results of this kind of clustering algorithms and demonstrate that such
clusterings may require an additional type of validity check, assessing not only the cluster validity (separation and compactness),
but also the validity of the distinction between noise and cluster instances. Additionally, we propose a balanced score, that
captures both types of validity to get a holistic validity score. All proposed measures are evaluated on artificial data, mimicking
the experiments of the extensive review [1]. The encouraging results demonstrate that the extension of the Silhouette coefficient
and the Score function are least influenced by the noise level.

Keywords: cluster validity, noise clustering, internal cluster validity

1. Introduction

Cluster analysis is often used as an exploratory tool for multidimensional data, where the inherent
structure cannot be assessed visually. Cluster validity measures come to the rescue and try to capture
desirable properties (such as compactness and separation) in a single number, so that clustering results
can be compared easily, e.g., to find the right number of clusters or to compare the results of differ-
ent clustering algorithms. While there is a well-established set of evaluation measures for classifiers
(such as accuracy or Fi-score), evaluation of clusterings is less straightforward as there is usually no
ground truth information available. (Even if we have ground truth information, a supervised evaluation
of clusterings is usually not suitable [2—4].) There is a plethora of cluster validity measures in the lit-
erature (30 reviewed in [1]) with varying conceptions of good clusters. While classification accuracy
may be applied to evaluate any classifier, a clustering validity measure cannot be applied to the result
of any clustering algorithm: Some algorithms (e.g. k-means) assign every instance to a cluster, other
algorithms (e.g. DBSCAN) flag noise points and exclude them from clusters. We denote such methods
as noise-aware clustering algorithms. The frequently applied validity measures, however, cannot cope
with this distinction and — applied blindly — interpret all noise points as if they represent one cluster on
its own and thus yield useless results. It may be tempting to simply remove the data flagged as noise and
apply the established validity measure to the remaining data — but this is not an option either: Suppose
uniform noise and a “clustering algorithm” which removes all data but two well-separated islands! —
most validity measures would evaluate the result as being very good despite the fact that this particular
clustering algorithm simply made up the clusters. A more common case is when a clustering algorithm

*Corresponding author. E-mail: le.brauner @ostfalia.de.
Las illustrated by Fig. 2c¢ with the islands marked as circles
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2 L. E. Brauner et al. / Cluster Validity for Noise-Aware Clusterings

identifies only some of the clusters in the dataset, but flags other clusters as noise — simply because
their density is slightly below some threshold parameter, for instance. Again, when applying common
measures to the detected clusters, such misjudgement in the resulting partition goes undetected. So the
main contributions of this work are:

e We draw attention to the often disregarded but yet important problem of validating clustering results
from noise-aware clustering algorithms (such as DBSCAN [5] and others [6, 7]).

o Four of the best-performing validity measures (from the extensive review [1]) are revised and hard-
ened against noise in the resulting clustering partitions.

e Two new measures for the assessment of the distinction between noise and clusters in the resulting
partitions are introduced.

e Proposal of a balanced score to capture both types of validity: cluster validity (separation and
compactness) and distinction between noise and clusters.

e The robustness against various levels of noise is empirically evaluated (in line with review [1]) and
the results demonstrate the necessity of such extensions for an impartial evaluation.

The remainder of this paper is organised as follows: in Sect. 2, we discuss the literature that is related
to this problem. After that in Sect. 3, we revise the definition of a clustering to depict noise instances as
well as the clustered data clearly. Sect. 4 presents the modified and new validity metrics, which are then
evaluated in detail in Sect. 5. A brief overview of the evaluation volume can be found at the beginning
of Sect. 5. Finally, the conclusions follow in Sect. 6.

2. Related Work

Cluster analysis is an unsupervised machine learning technique to arrange data points into groups
(called clusters) of homogenous data (similar instances belong to the same cluster, dissimilar to different
clusters). A common definition of a partition of a set is given by:

Definition 1 (partition [8]). A partition & of a set S is a collection S$1,S2,...,S of non-empty and
pairwise disjoint subsets of S, such that Uf;l S; = S. The set of all possible partitions of S is denoted
by P(S).

In the literature, the term clustering can refer to both, the process of cluster analysis as well as the
output of a cluster analysis. In this work, we use the term clustering to refer to the resulting output of a
cluster analysis, which is usually assumed to be a partition of the set of data instances X.

Definition 2 (conventional clustering, e.g. [9-11]). Let X = {x1,...,x,} be a set of instances. A clus-
tering 1 € P(X) is a partition of X, with P(X) being the set of all possible clusterings of X.

Consequently, every procedure ¢ : X — P(X) that generates a partition 7 from the instance set X
could be called a clustering algorithm. Cluster validity measures® express the validity of a clustering
m usually by assessing how compact the discovered clusters are and how well they are separated. This
can be done in different ways. Examples are the Silhouette coefficient (sil) [12], the Davies-Bouldin

2We refer to internal validity measures only, assuming no ground-truth is known.
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index (DBI) [13], the Dunn-Index (DI) [14], the score function (SF) [15], to mention a few of the top-
performers in [1]. (For better readability we briefly review these measures when proposing modifications
to them in Sect. 4.)

There are many different approaches to clustering algorithms ¢, such as hierarchical (e.g. single-
linkage), partitional (e.g. k-means), grid-based (e.g. CLIQUE), density-based (e.g. DBSCAN), etc. They
all yield a new column storing the information to which cluster an instance belongs. Instances in the
same cluster, get the same id. Almost all cluster validity measures assume a conventional clustering as
the obtained output and interpret the resulting column as such.

But there are differences in the semantics of this output column. Noise-aware clustering algorithms
such as DBSCAN [5], noise-clustering [6] or the SNN algorithm [7] reserve one particular id in this col-
umn to denote an instance has not been assigned to any cluster at all — but has been flagged as noise. As
the data type of the output column did not change (only the semantics of the id), the existing measures
(being part of popular libraries like sklearn) can still be invoked: There exist numerous publications that
completely ignore the problem, how to evaluate clusterings that (potentially) include noise labels or at
least do not address it at all (e.g. [16—18]). The authors of [16] explicitly state that they use the Silhou-
ette implementation from sklearn.metrics.silhouette_score® to get the evaluation result. They compare
clusterings from k-means and DBSCAN, although the implementation from sklearn does not provide
any special treatment for the noise, but treats all noise points as if they represent a cluster. Noise points
are, however, by definition widely spread instead of compact. Evaluating all points with the noise label
as "one cluster" is thus meaningless and greatly distorts the assessed validity.

Simply excluding all noise points is also not an option, because that could artificially introduce an
unjustified separation between clusters (as mentioned in the introduction): For noise-aware clusterings,
the validity of the noise labels themselves need to be validated as well. This brings so-called cluster
tendency measures to our attention, which do not validate discovered clusters, but check beforehand if
there is a grouping tendency in the data art all. If a validity measure would rate clusters positively (after
excluding some noisy data from the assessment), but no cluster tendency can be detected in the original
data, the cluster validity may have been inadmissibly induced by the omission of the noise. In this work
we consider the Hopkins statistic [19], which assesses the cluster tendency by generating random data
Y (resp. a sample Z of the dataset) and their distance u; (resp. w;) to nearest neighbours in the data. If
clusters exists, the statistic % € [0,1] approaches 1. Purely random data yield values close to
0.5.

3. Clustering as a Twofold Partition

We need to review the definition 2 of a clustering: We explicitly distinguish between noise labels and
cluster labels, because their semantics differ greatly.

Definition 3 (clustering). Let X = {x1,...,x,} be a set of instances. A clustering, resulting from an

arbitrary clustering algorithm, of X can be represented as a twofold partition n* = (X"Oise’ﬂxclus z>’

where X,0i5e C X represents the instances that are not assigned to a cluster and X st € P(X \ X,,O,-SE)

is a (conventional) partition of the actually clustered data X \ Xppise- The set of all possible clusterings
nt of X is denoted by P(X)™.

3 https://scikit-learn.org/stable/modules/generated/sklearn.metrics.silhouette_score.html
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4 L. E. Brauner et al. / Cluster Validity for Noise-Aware Clusterings

A function ¢+ : X — P(X)T may be denoted as a noise-aware clustering algorithm. For clustering
algorithms that do not detect noise points, such as k-means, X,,pie = 0 and X, = X applies. With
DBSCAN all data that received the noise label is gathered in X;,,;s.. This is illustrated using the example
from Fig. 1. Here, the same dataset has been clustered with k-means with £k = 3 (left) and with DBSCAN

KMeans Clustering

DBSCAN Clustering

2 ® (L) 2 ® LX)
ae @e
10 @ 10 ()
s ®® s ®®
® ®

4 @ 4 @

® ®
1100 @® 21100 @®

Fig. 1. Clustering as a twofold partition - example

(right). The results are indicated by the colours of the instances. The clustering as a twofold partition for
the result of the k-means (left) is: 7t = {0, {{0,1,2,7,8,9},{3,4,5,6},{10,11,12,13,14}}} and for
DBSCAN: nt = {{2,5}, {{0,1},{7,8,9},{3,4,6},{10,11,12,13,14} } }.

Note that conventional algorithms may be altered easily to yield a non-empty Xj,,ise: With fuzzy c-
means, membership degrees to each cluster are calculated, several clusters may share an instance of the
data in equal proportions. In this case, it may not be advisable to assign this instance to a specific cluster
and it could be a candidate for X,,;s.. Also, with k-means clustering, it happens that instances form their
own clusters, these may also be regarded as members of Xjise-

4. Validity of Noise-Aware Clusterings

In the next section 4.1 we propose modifications sil* of the Silhouette coefficient [12], dbi™ of the
Davies-Bouldin index [13], gD33™ of the generalised Dunn-Index 3.3 [14] and sf™ of the score function
[15], that can handle clusterings in the form of 7. These metrics were considered to be relevant due to
their good performance in [1].

A noise-aware clustering 7" calls for a validation of the noise X,,,;s. as well: Consider Fig. 2¢ and
suppose an algorithm ¢ would mark all data as noise except the data in the two circles. If X st
declares data within both circles as clusters, validity measures would evaluate them as well separated
and compact — but the separation is artifically introduced by excluding X,,,;se and thus not real. It is not
admissible to support clusters by excluding data selectively. We thus need measures to assess the validity
of the noise labels as well.

4.1. Extended Cluster Validity Measures — Cluster Assessment

Silhouette Coefficient. The Silhouette Coefficient [12] is a distance-based measure that indirectly
takes into account the density of instances in the clusters. The value s,, is calculated for each instance of
the data using Eq. 1, with g; being the average distance from instance x; to all others in its own cluster
and b; being the average distance to all instances to the nearest cluster. The value b; — a; should therefore
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be high for well-separated clusters. The overall Silhouette coefficient (sil) for the entire clustering is
then obtained by Eq. 2. The Silhouette coefficient lies between -1 and 1, values close to 1 indicate a
good clustering, values less than or close to O indicate a poor clustering. To include the evaluation of
noise instances into the Silhouette coefficient, we modify the calculation of the individual s, to s;j as
illustrated by Eq. 3, where c; is the average distance to all instances in the second nearest cluster.

b,‘ — da;
= — 1
S max{a;, b;} M
L 1g
sil = . Z Sx; 2)
i=1
7ma€€i{_ai;)i} Xi € Xclust
5= 3
mm{ 1,1-— mac%b,b,’c,} } X € Xnoise

In case of an instance, that is assigned to a cluster and thus is an element of X,;,5;, We use the conventional
formula for the local s,,. But if x; € X4, we use the difference of 1 and the conventional formula with
the adjustment, that we do not consider a;, but b; and ¢;. The term ma‘%blb’c} delivers a value near one
if the noise instance is located very near to instances in the nearest cluster but far away to the second
nearest cluster. In this case we want the s;t to penalise the metric, because x; could be better off in the

#bffq} yields a poor value. In the other case, if x; is
truely a noise instance (because it lies far away from the other clusters), we get a sjg close to one, which
indicates a good noise instance. The overall Silhouette score is then determined as usual using Eq. 2
by averaging the individual s;. We argue that this is a canonical modification: We may redefine a; as
the average distance from x; to all other points of the closest cluster and b; as the average distance to

all points of the second-closest cluster. (Thus, if x; belongs to a cluster C itself, the closest cluster is

nearest cluster instead of being noise, thus 1 —

simply C.) Using this marginal rephrasing of a; and b;, both terms m;;zb'j"ct_} and mab)é {_a‘;ib,-} in (3) become
identical to m

Davies-Bouldin Index. For determining the Davies-Bouldin (DB) Index [13], individual DB-indices
are calculated for each cluster. If C is the set of clusters, then the conventional DB, for a cluster C; is
calculated by Eq. 4, with a; and a; being the intra cluster distances in cluster C; and C; and §;; being the
inter cluster distance between the two clusters.

a; +a;
DB .:max{ij} 4
“ T i 0ij @)
1 n
dbi = — Dc. 5
i n; ¢ (5)
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6 L. E. Brauner et al. / Cluster Validity for Noise-Aware Clusterings

The dbi is then determined by averaging the DB, as shown in Eq. 5. The metric can take values between
0 and oo, with values near 0 indicating a good clustering. For calculating the adjusted variant dbi™ we
use the conventional formula to calculate the D¢, for C; € X st In the other case, if C; = X,,pise, then
the calculation is adjusted as displayed in Eq. 6 (second case).

max,¢j{ ,ta]} C; eny

clust

D¢, = (6)
max,-;ej{ mli)rlt\(]):j } Ci = Xuoise

Here we do not use the ’intra noise distance’ a;, as this value appears meaningless for the noise instances
and would unnecessarily increase the metric (the lower the dbi, the better). Instead, we use a penalty
term Dyg = max(6;;) - % As the maximal distance between clusters is multiplied with the relative
amount of noise, the penalty term is particularly penalising if the proportion of noise points is extremely
high. We do not divide this value Dy by 6;;, but use the minimal distance of the cluster centroid of C;
to a noise instance. We call this distance mins, ;. It is small if noise instances are very close to the cluster
C; and very large if the nearest noise instance is far away. Thus, the term becomes large if there is a lot
of noise and noise instances are close to cluster centroids.

Dunn Index. The Dunn Index and its different variants [14] make a heuristic estimate of the goodness
of a clustering based on two values, the separation estimator ¢ and the cohesion estimator A. The variants
differ in how the two estimators are calculated. The value of the metric then always results from DI = A
In the variant gD33, the separation estimator d3 shown in Eq. 7 and the cohesion estimator A3 shown
in Eq. 9 are applied. For 63, for each pair of clusters C; and C; the average distance between two points
from these clusters is determined. 83 is then the minimum of these values. The value for Ags results
from the average distances of all instances of a cluster C; to the respective centroid z; of the cluster.
The maximum is then used as As. In other words, only the worst values for cohesion and separation are
considered in the Dunn index.

1Sk |CH Zdey) @)

xEC YEC;

03 =

Onoise = 1<i1<nK |C | ZC; ZN: (8)

X

A3 = 11'22}% |C | gd X, Z, (9)
in(6 75n0ise
gD33" — min(d3, dnoise) (10)

Az
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For the extension for clusterings with noise, we suggest the use of an additional separation estimator
Onoise Shown in Eq. 8. It uses the noise neighbourhood NN; for each cluster C;, which consists of the
nearest a% of all noise instances. For our experiments, we set @ to 15. For the number of noise neigh-
bours we take at least 2 instances if available. Now the average distance to each noise point in NN; is
determined for each instance in cluster C;. This is averaged over all instances of a cluster. The value
for the separation estimator d,,;s. then results from the minimum across all clusters (Eq. 8). This value
is therefore large (and thus does not become minimal) if the nearest @% of the noise instances are on
average far away from the cluster. For the final calculation of the gD33" (Eq. 10), we use the minimum
from 3 and d,0ise. We only introduce an additional separation estimator and no cohesion estimator, since
cohesion is not a meaningful indicator for the set of noise instances.

Score Function. The score function [15] is a cluster evaluation metric that takes into account both
the distances between (bcd, Eq. 11) the cluster centroids z; and the global centroid z,,, and the distances
between the instances within (wcd, Eq. 12) a cluster and the respective cluster centroid. The metric value
is calculated as shown in Eq. 13.

E:Zzlnzi_‘zm4|'ni

bed = s
¢ n-k

(1)

k
wed=>" (3 -l (12)
i=1

XEC;

1
SF=1— —— (13)
e

ebcd—wed

For our extension of the measure, we add another summand in the formulae for bcd and wed for X,

with the respective inverse ro reflect the nature of the "cluster" X,,,;,.. In Eq. 12 we add m, since
xXec; d

in the case of the noise group it is good if the mean distance to the centroid is large. In Eq. 11 we add
m, because the assumption is, that the noise centroid is near the overall centroid and here a large

distance is considered good.
4.2. Noise Validity Measures — Density Assessment

Besides the customised variants of the conventional measures, we propose two novel (density-based)
measures, which do not evaluate the quality of the clusters, but focus on the quality of the distinction
between noise instances X,,;s. and cluster instances X,j,s;. They assess whether instances identified as
noise are located in significantly less dense regions than instances that are assigned to a cluster.

Grid Coefficient. The first metric is a grid-based coefficient that quantifies the ratio of data density
in cluster grid cells to non-cluster grid cells, which is called grid-coefficient (grid™). A cluster grid cell
is a cell that contains at least one instance from X_;,5,. Non-cluster grid cells are cells that contain either
no instances at all or only instances from X,,,;.. The size of a grid cell is determined dynamically and
is equal to half of the minimum distance of all maximum distances between instances in the clusters. In
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8 L. E. Brauner et al. / Cluster Validity for Noise-Aware Clusterings

circular clusters, a grid cell is therefore as large as the radius of the smallest cluster (in terms of intra
cluster distances). The proposed coefficient grid™ is calculated using three variables, f1,is the average
number of instances in non-cluster grid cells, Q... the quotient of the number of empty grid cells and
the total number of grid cells and u,s, the average number of instances in cluster grid cells. The penalty
term Q.05 applies in situations where there are many empty cells that potentially "pull" the value of
Hnoise towards O (as it is likely in a high dimensional space), which could give the impression that the
ratio between L;pise and ey i large. To limit the influence of many empty cells, Q... is added.

_ Mnoise + Qzeros
Mclust

grid™ =1 14)
In scenarios in which the data density inside the clusters is significantly higher than outside (as it should
be the case in a "good" clustering), uess Will be comparatively high and g, Will be significantly
smaller. The range of this metric is —oco < grid™ < 1, however, reasonable clusterings only result in a
value in [0, 1]. The closer the metric is to 1, the better the clustering.

Neighbourhood-Ratio. The second novel metric is called neighbourhood-ratio nr™. This metric eval-
uates the clustering based on the neighbourhood density inside and outside clusters. This metric mea-
sures the ratio between the (exponential) mean neighbourhood density within the clusters and the (expo-
nential) mean neighbourhood density of the noise instances. Similar to the grid™, which first determines
the cell size, a radius r is first determined here (also dynamically and in the same way as the cell size of
the grid coefficient), in which neighbours of an instance are searched for. This neighbourhood count N,
is determined as shown in Eq. 15.

Nx[ = Z ]]-(dist(x,-,xj-) <r) (15)
J=1
HNnoise
nr+ = 1 — ZHNclusl = 1 — e_('uNclust_”Nnoise) (16)

The mean uy,, of N, over all cluster instances x € X, and the mean uy, . over all noise instances
X € Xpoise are determined and combined in Eq. 16. The value of nr* ranges in [0, 1), delivering (due to
the exponential function) a value near 1 as soon as uy,,, is substantially greater than uy,_ ...

As both metrics are density-based and not distance-based, they can also deal with arbitrary cluster
shapes and are not distorted by individual outliers that lie far away.

4.3. Balanced Score Proposal

The adjusted metrics from Sect. 4.1 and the newly introduced metrics from Sect. 4.2 each address
different aspects of a clustering 7. For noise-aware clustering, however, both aspects are important for
assessing the overall quality of 7. We therefore propose the B -Score (balanced), which is defined as
the harmonic mean between the grid* and the sil™ as shown in Eq. 17.

grid™ x max{0, sil'*}

BT -Score = 2 x
grid™ + max{0, sil "}

a7)
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By taking both measures into account, the BT -Score allows both the cluster validity to be assessed and
whether the density within clusters differs significantly from noise regions. We take max{0, sil*} here
so that the value ranges of both metrics match. Semantically, this does not change the interpretation of
the sil*, as a value of 0.0 as well as a value of —0.6 both suggest a poor clustering.

5. Experimental Evaluation

After describing the test data generation process in Sect. 5.1, we evaluate the performance of the
adjusted validity measures in Sect. 5.2, focusing on comparing the modified metrics against their original
versions and analysing their behaviour with increasing noise. We then evaluate the performance of both
newly introduced metrics for density assessment by comparing their behaviour on data with clusters
and randomly scattered data in Sect. 5.3. As we intend to evaluate the metrics — and not the partitions
obtained from a particular clustering algorithm — Sects. 5.2-5.3 use the labels from the data generation
process as the evaluated clustering 7. Sect. 5.4, however, demonstrates the performance and usefulness
of two metrics when a noise-aware clustering algorithm (DBSCAN) is involved for determining 7+ and
Sect. 5.5 illustrates the benefit of the B*-Score.

5.1. Data Generation

We assess the validity measures using artificial datasets (following [1]): structured datasets, which
have well-separated clusters, and uniformly distributed datasets, which consist of noise only. We varied
all parameters to cover a wide range of scenarios: the number of clusters (2, 3 and 4 with 300 instances
per cluster), dimensionality (2, 4 and 8), noise level (0 to 0.9) (a noise level of 0.3 means that an addi-
tional 30% of uniformly generated noise instances is added to the cluster data) and standard deviations
of the clusters (0.3 and 0.7). The cluster centres were chosen randomly, but a minimum separation of
two standard deviations was guaranteed to ensure the presence of good clusters. Even with a high level
of noise, the number of instances in clusters is predominant. The uniformly distributed datasets were
generated for the evaluation of the metrics grid™ and nr™. They consist of noise only with a varying
degree from 0.1 to 0.9, where a noise level of 0.1 (resp. 0.9) corresponds to |X| = 100 (resp. |X| = 900).

All datasets have similar variable domains, but potentially different types of clusters (some are elon-
gated, some are spherical). For each parameter combination we generated five datasets with different

Dataset: K2_dim2_nl0.5_std0.3_set2.csv Dataset: K3_dim2_nl0.9_std0.7_set2.csv Dataset: KO_dim2 nl0.7 set4.csv
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Fig. 2. Two-dimensional generated datasets
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random seeds. We ended up with 615 generated datasets (540 structured, 75 noise).* Fig. 2 shows three
2-dimensional datasets. Fig. 2a and 2b contain clusters with different noise levels and numbers of clus-
ters and Fig. 2c is a noise dataset with a noise level of 0.7.

5.2. Extended Cluster Validity Measures

First, we compare the average performance of the modified metrics against their original version. To
ensure that we assess the properties of the validity measures rather than those of the clustering algo-
rithms, we use the labels from the data generation process (as they would have been provided by a
perfect clustering algorithm). The adjusted metrics receive a clustering in the form of 7™, and for the
calculation of the original metrics, the noise instances were assigned to the nearest cluster (similar to
how k-Means would partition the data).

Fig. 3 compares the average performance of the modified metrics (green curves) against their original
version (red curves) over all 540 datasets that contained clusters. The ideal case would therefore be that
even if the noise level increases, the metric only degrades marginally. All original metrics (magenta)
degrade already at 10% noise and continue deteriorating as the noise level increases. The performance
of the customised metrics outperforms the original metrics in all cases substantially. In particular sil*
and s stand out, as their values remain closest to the noise-free case, close to an ideal performance.

“The python code for the data generation process can be accessed here: https://anonymous.4open.science/r/
NoisyClusterValidity-6FEC/DataGeneration.py
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But the other two variants (dbit and gD33™) have also improved over the original version. The gD33"
metric stagnates, which is due to the heuristic estimate based on the "worst estimates" for separation
and compactness (63 and Ag in Egs. (7) and (9)). If these values remain the same (or same ratio), an
increasing noise level does not change the results of the metric. This phenomenon occurs for the original
as well as the modified metric. Fig. 3e and 3f depict the dispersion of the sil and dbi per noise level: The
dispersion for the adapted metrics is much smaller compared to the original metrics in both cases.

5.3. Noise Validity Measures

Next, we focus on the metrics grid™ and nr*. As discussed in Sect. 4, they detect cases where clusters
only appear if the instances between them are (falsely) claimed as noise. More generally, they investigate
if the distinction between noise and cluster instances is justified (e.g. supported by the density in the
dataset). The performance of these two metrics is compared against the Hopkins Statistic (HS) [19] in
Fig. 4. All metrics were calculated on all cluster datasets (green curves, labelled & > 2 (number of
clusters)) and on those containing noise only (red curves, labelled k = 0). For k > 2 the partitions
nt were derived from the data generation process again, to mimic a "perfect”" clustering algorithm.
For the noise data (k = 0) we used the DBSCAN algorithm with eps= 0.5 - dim - (1 — nl) so that
random accumulations of instances are identified as clusters and the rest as noise. As desired for this
experiment, the clusters found are clearly not justified, as the density within the clusters and outside is
almost identical. The expectation for a good measure is thus a high value (close to 1) for the green curves
(k > 2) and low values for the noise data (k = 0). Low values, however, differ between the measures: If
the data is uniformly distributed without clusters, a low value for grid™ and nrt corresponds to 0, while
for HS it corresponds to 0.5. Therefore, although similar in shape, the green HS curve (k > 2) should
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Fig. 4. New metrics and HS - Performance (top) and Dispersion (bottom)
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not approach 0.5 which indicates random noise. From Fig. 4 we see that the newly proposed measures
behave as desired (top left and mid), but HS already drops considerably at a noise level of 0.1 (top right).

The dispersion of these metrics is displayed in Fig. 4 (bottom). It is evident that nr" shows the clearest
results and has the lowest dispersion. Both HS curves already tend to converge at a noise level of 0.3,
which does not make it a good indicator for cluster tendency in noisy environments.

5.4. Evaluating Partitions of a Noise-Aware Clustering Algorithm

In the former experiments, the partition 7 has been derived from the data generation process, we
now discuss results from a scenario with labels from DBSCAN for two datasets from Fig. 2. For the
example with clusters from Fig. 2b DBSCAN detects the clusters quite well and we obtain the results
shown in Fig. 5 (left). The red curve shows what happens if the result of DBSCAN is passed ignorantly
to the sklearn implementation of the Silhoutte coefficient: Despite the correct identification of noise and
clusters, sil drops quickly and indicates a poor result. Quite on the contrary, the proposed sil™ keeps
the coefficient at a high level and the consistently high values of the grid™ measure indicates that the
clusters are real (the density of noise and clusters differs considerably). Both measures degrade slowly
because the increasing amount of noise instances affects them slightly.

For the noise-only example in Fig. 2c DBSCAN identifies a few small clusters but most instances as
noise and the results are depicted in Fig. 5 (right). Here we excluded the noise instances (for the red
curve) and evaluated the clustering only considering the clustered instances, again receiving completely
misleading results: The high value of the conventional sil indicates a good clustering result. In contrast,
the proposed sil™ is negative and correctly indicates a poor result. Additionally the grid™ is close to 0,
indicating that there is no difference in density between noisy areas and clusters. Together both measures
indicate clearly that the obtained partition does not contain good clusters.

Cluster Data
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Fig. 5. Evaluation of DBSCAN clusterings on datasets from Fig. 2b and 2c.

5.5. Balanced Score Evaluation

Finally we demonstrate the utility of the B™-Score for the dataset shown in Fig. 6 (6b and 6c). This
data contains three groupings of instances, each with a slightly different density.

On this dataset we executed the DBSCAN several times. The parameter minPts=10 remained the
same for each execution, but the parameter eps was varied between 0.7 and 1.7. The grid ™, sil™ and the
BT -Score were calculated on the generated clusterings and the results are given in Fig. 6a. Here we see
that the metrics grid" and sil™ disagree at certain points. This is because they each rate different aspects
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Fig. 6. Balanced Score Evaluation. Instances assigned as noise are drawn as crosses

of a clustering as good. Especially disagreement prevails with a value of eps= 1.3. The corresponding
clustering is shown in Fig. 6b (note that the instances marked by red crosses on the right are noise
instances). Here, the grouping on the right side is not dense enough so that it is not identified as a cluster.
The sil™* rates this cluster assignment as good (but not perfect, as the clusters are not circular and dense
enough), as the clusters are separated from each other and the noise instances are further away from
clusters. However, the grid coefficient criticises the fact that the data density in the region of the noise
instances does not differ substantially enough from the density in the cluster regions. The maximum
B score is achieved by the clustering shown in Fig. 6¢c. Here, the instances on the right-hand side are
categorised as a further cluster and only the one remaining instance is identified as noise. The grid™
reaches its maximum with this assignment, as the density of the noise instance now differs significantly
from the density in the clusters.

6. Conclusions

In this work, we addressed the limitations of existing cluster validity measures when applied to the
results of clustering algorithms that identify noise. Although standard validity measures yield useless
results in this case, they are nevertheless used in the literature (possibly unaware of the their inappro-
priateness). By modifying four widely used validity measures Silhouette Coefficient, Davies-Bouldin
index, Dunn index, and Score function, we created variants of these metrics that cope well with noise-
aware clusterings. To validate the division into noise and cluster instances, as proposed by the respective
clustering algorithm, we additionally introduced the Grid Coefficient and Neighbourhood Ratio, that
rate the clustering by evaluating whether the assignment of cluster and noise instances is justified by the
respective data densities. To be able to assess both, the cluster validity and the density relation between
noise and clusters, we proposed a Balanced Score that takes both into account, the adjusted Silhouette
Coefficient and the Grid Coefficient. The experimental evaluation, conducted on a diverse set of arti-
ficial datasets with varying noise levels and further characteristics, demonstrates that the modified and
new measures substantially outperform their conventional counterparts. We strongly recommend to use
the proposed rather than the standard measures for noise-aware clustering algorithms such as DBSCAN
[5], noise clustering [6], etc.

This is the version that was submitted for revision.
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